V-Phaser/V-Profiler USERS GUIDE

( General Description (
V-Phaser and V-Profiler is a toolset designed to call variants in mixed populations from deep sequencing data and to visualize the called variants at the nucleotide, codon and haplotype level. These tools require a .qlx alignment format, which can be obtained by the software RC454 or by converting a .sam file using the supplied script samToQlx.pl.

This package includes the following scripts. A more detailed description of each along with their options will follow:

1) V-Phaser. V-Phaser is a tool to call variants in mixed populations from ultra-deep sequence data.  V-Phaser combines information regarding the covariation (i.e. phasing) between observed variants to increase sensitivity and an expectation maximization algorithm that iteratively recalibrates base quality scores to increase specificity.  V-Phaser can reliably detect rare variants in mixed populations that occur at frequencies of <1%.

2) V-Profiler. V-Profiler is a tool to analyze and visualize variants. V-Profiler takes a read alignment and a list of accepted variants at each location in the alignment (such as would be generated by V-Phaser) and analyzes the intra-host diversity of a genome. This can be done at the nucleotide level over the whole sequence, at the codon level for each gene specified in a list, and at the haplotype level for any region delimited (note that the region must not exceed a read length, and is preferably of shorter length such as an epitope or a loop of interest). It will also output Heatmaps of the diversity at the codon level using R. V-Profiler offers an optional filter to ignore variants that are only present in the last n bases of a read, which might be caused by alignment issues or priming artifacts

3) convertPos. This is a perl utility script that helps convert base positions (such as start and end of genes) in a particular consensus sequence to their position in another.

4) samToQlx.pl and qlxToSam.pl. These scripts serve to convert .sam file to the .qlx format required by V-Phaser and V-Profiler, and vice-versa.

5) configPath. This script is meant to modify the paths in the other scripts to make sure that everything can be found on your computer.
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( Required External Software (
1) MUSCLE v3.8. The MUSCLE aligner (http://www.drive5.com/muscle/), which is used by the other scripts when global alignments are required. Using a different version of MUSCLE might require modifying command lines in the scripts, but should not be a major endeavor.

2) R. R is a statistical package that is used by V-Profiler in order to generate Heatmaps. It is available at http://www.r-project.org/. Version 2.9 or more is required.

( Suggested External Software (
1) RC454 software package is a program that takes a set of 454 read and quality files as well as a consensus assembly for those reads and corrects for known 454 error modes such as homopolymer indels and carry forward/incomplete extension (CAFIE). It will also correct for any indel that breaks the reading frames, unless it occurs in more than 25% of the reads (this option can be turned off). If an optional list of sequencing primer positions is supplied, it will trim all reads that start within these positions to start after the primer. RC454 uses Mosaik (http://bioinformatics.bc.edu/marthlab/Mosaik) to align the corrected reads between each step, and as such it is required to run the script. The RC454 package can be obtained at :

http://www.broadinstitute.org/scientific-community/science/projects/viral-genomics-analysis-software?package=RC454

V-Phaser will be much more accurate using a read alignment that was curated by RC454. If you have a specific read alignment that you would prefer to supply, you can use the script samToQlx.pl to convert the format.

2) AV454. AV454 is a module of the Arachne assembler suitable for the de novo assembly of read data generated from a mixed population of viral genomes. It is currently one of the best assemblers available to handle diverse viral genomes with 454 data. The Arachne assembler can be obtained at http://www.broadinstitute.org/crd/wiki/index.php/Arachne_Main_Page. All the documentation on how to install and run the assembler can be found there. 

V-Profiler requires the assembly that was used to generate the .qlx as an input. It is much better for the accuracy of V-Profiler and V-Phaser that the assembly was generated de-novo from the reads rather than using an external reference. Reads misalignment issues, which can be fairly common in highly diverse viral genomes that are not aligned to an assembly generated from the reads themselves, can add a lot of false positives in the results and also lead to inaccurate variant calling.

( Script Usage (
1) V-Phaser: 

V-Phaser is a tool to call variants in mixed populations from ultra-deep sequence data.  V-Phaser combines information regarding the covariation (i.e. phasing) between observed variants to increase sensitivity and an expectation maximization algorithm that iteratively recalibrates base quality scores to increase specificity.


The current implementation of V-Phaser uses a high amount of memory (RAM) for large datasets. Although there is no theoretical issue that we know of for using it for technologies like Illumina, it has been designed and tested mainly for datasets of reads sequenced by 454 up to around 2000-2500X coverage of a viral genome (~60000-75000 reads of 454 Titanium). Using it on significantly larger datasets such as could be obtained with Illumina sequencing containing millions of reads will currently lead to RAM and run-time issues.

Command Line

The main command-line for running V-Phaser is:

vphaser.pl –i <inputfile.qlx> -o <output>

Input File:

A .qlx alignment file is required for V-Phaser. (see samToQlx.pl section for details about the format)

Options:

There is multiple options that can be used (with their default value) :

i => ""

Specify input file name. Required field

o => <inputfilename>

Specify the output file base name. All output files will start with this. If nothing is specified, the base name is the input file name without .qlx.

model
=> 1

Specify the model to use. There is 8 models available, and setting the model to 0 will run them all. By default only the first model is run.

There is 3 parts to a model :

First, an estimation parameter, which will either be AutoCalibrate or ACNoPhase (AutoCalibrate with no phasing information used).

Second, a type parameter which is either Uniform if the same breakpoints are used for calling variants for all loci, or Base if the breakpoints can vary from one locus to the other.

Finally, a filter that either looks at all bases when calling variants, or high quality bases only.

The models are the following :

0 : Run all models

1 : AutoCalibrate, Base, High Quality

2 : AutoCalibrate, Base, All Quality

3 : AutoCalibrate, Uniform, High Quality

4 : AutoCalibrate, Uniform, All Quality

5 : ACNoPhase, Base, High Quality

6 : ACNoPhase, Base, All Quality

7 : ACNoPhase, Uniform, High Quality

8 : ACNoPhase, Uniform, All Quality

e => ""

Specifies filename of the model to export

m => ""

Specifies filename of the model to import

debug
=> ""

Specify filename of the debug output. Debug mode will print different values during the run that can help keep track of what is happening

b => 0

Bottom-up flag

q => 0

Qqplot flag

offset => 0

Specify an offset in positions

v => 0

Verbose mode, will output more details

a => 0

Absolute position flag

l => 2

Lowest number of time required to see a variant no matter what the model says, 2 by default (this is to prevent cases of a variant seen only once to be accepted, which could happen sometimes). If you want all variants accepted based only on the model even if seen only once, you can set this flag to 1.

Output Files:


V-Phaser generates 4 main output files:

a) <output>_calls.txt

This file contains a list of which variants are accepted for each position. At each position in the genome either a 0 or 1 is noted for each of the 4 bases as well as Deletion or Insertion. A 1 means that this variant base or indel is accepted at this position by v-phaser (it could be because it is the dominant call or a variant seen frequently enough). This file is required as an input for v-profiler.

b) <output>_model.txt

This file contains details about the model and how it determined which calls it made at each position. It is usually not necessary to look at unless you have reasons to believe there is something wrong in the results.

c) <output>_out.txt

This file contains details about what was observed at each position, what the dominant call was, and how many times you counted each other base or indel. Note that this is not the main nucleotide frequency table, which is obtained through v-profiler after adding additional filtering and removing erroneous calls.

d) <output>_snp.txt

This file contains details about how each variant was called (variant or error) at each step of the analysis as well as how it was accepted (through pileup or phase) and what the sensitivity was. The final step in the file is what the final calls are.

2) V-Profiler:

V-Profiler is a tool to analyze and visualize variants. V-Profiler takes a read alignment and a list of accepted variants at each location in the alignment (such as would be generated by V-Phaser) and analyzes the intra-host diversity of a genome. This can be done at the nucleotide level over the whole sequence, at the codon level for each gene specified in a list, and at the haplotype level for any region delimited (note that the region must not exceed a read length, and is preferably of shorter length such as an epitope or a loop of interest). It will also output Heatmaps of the diversity at the codon level using R. V-Profiler offers an optional filter to ignore variants that are only present in the last n bases of a read, which might be caused by alignment issues or priming artifacts

V-Profiler will take a main input file that will have all the paths required for the various input files it needs. The main input file has the following format (paths and sample names are separated by tab, italic text should not be there):

Command Line :

The basic command line for running V-Profiler is:

perl vprofiler.pl –i <inputfile> -o <outputfile> -nt –codon –haplo

Input File:

>Qlx required for all
path/to/qlx/file1.qlx Sample1Name
path/to/qlx/file2.qlx Sample2Name

>VPhaser required for all
path/to/vphaser/file1_calls.txt Sample1Name
path/to/vphaser/file2_calls.txt Sample2Name

>Consensus required for all
path/to/consensus/file1.fasta Sample1Name
path/to/consensus/file2.fasta Sample2Name

>Genelist required for -codon
path/to/genelist/file1_genelist.txt
Sample1Name
path/to/genelist/file2_genelist.txt Sample2Name

>Region required for -haplo
path/to/haplotype/region/file1_region.txt Sample1Name
path/to/haplotype/region/file2_region.txt Sample2Name
Note that the sample names are tab-delimited from the file names. Also note that multiple samples entered in the same input file will be treated as a time series. As such, Heatmaps will all be done by comparing the % of agreement with the dominant residue to the first time point in the series, and the haplotype output files will include every time point in the same file comparing them to one another. If you want samples to be treated totally independently, they should be put in separate input files.

Options :

Switches for V-Profiler. –i, -o and at least one of –nt, -codon or –haplo are required.:

i => ""

Specify the input file name

o => ""

Specify the base name for the output files

nt => ""

Generate the nucleotide frequency output files

codon
=> ""

Generate the codon frequency output files. Requires a Genelist section in the input file

haplo
=> ""

Generate the haplotype frequency output files. Requires a Region section in the input file

noendvariant => 0

Adds an additional filter to the variant calling that will filter out variants that are only seen in the n (specified by the option) last bases at either end of a read. This can sometime filter out variants that are caused by misalignments which are more frequent at the end of reads. It will still count variants at the ends of reads as long as they are seen once outside this range.

details
=> ""

Keep all intermediate file after the run instead of deleting them

consseq => ""

Specify a consensus sequence for the haplotype that the haplotype found in the samples will be compared to.

conshaplo => ""

Specify a file that will contain the position for the haplotype regions in the consseq.

haplosep => 0

Specify how many amino acids are on each side of the region of interest in your haplotypes. This will insert extra spaces at each end of the region. For example, if you have a haplotype region of interest of 9 amino-acids with 3 amino-acids on each side, setting haplosep to 5 would make the output haplotype look like:

LAA ATTAGSRQN ASS

hqonly
 => 0

Only counts frequencies on high quality bases. By default, it will count all bases, as long as they are accepted variants by V-Phaser.

haploseq => ''

If the haploseq flag is set, a nucleotide and amino-acid alignment of all the haplotypes found will be output.

allheat => ''

Generate a Heatmap for each gene separately and keep all temporary files, including the R file that was used to generate the Heatmap (can be useful if you would want for example to change the color key with one of your own).

colorkey => ''

Allows you to supply a file with a different color key and background color for the heatmaps. The format of this file is the following (tab delimited):

key
“#0000FF", “#00FF00, "#FF0000"

bg
"#000000"

The color key will fill all colors in between the colors given (which can be any number from 2 to 100 in RGB format) with an equal interval between each. In the example above, the heatmap would be a gradation from blue to green to red on a black background.

Output Files:

There is various files that get created depending on which options you use (-nt, -codon, -haplo).

a) <output>_<sample>_ntfreq.txt (with -nt)

This is the main nucleotide frequency table. For each position it gives you what the coverage was in your genome and the frequency of each accepted variant (as a fraction of 1, 1 being 100%). Note that the frequencies count ONLY the variants that are called by v-phaser and drops the rest (both from coverage and from frequency calls), considering them to be sequencing error.  For Deletions, you have 2 columns. The first one gives you the frequency of deletion starting at the position, the second the frequency of deletions that are extended at this position (this can allow you to distinguish between long deletions or multiple small deletions, and if you want to count deletions as a single event for an analysis no matter its length you can ignore the second column). Insertions also have 2 columns, one for the frequency of insertions and the other for the observed insertions. Note that the frequency of insertion represents the % of reads that have an insertion after the position where it is noted.

b) <output>_<sample>_codonfreq.xls (with –codon)

This is the main codon frequency table for a sample. It will contain the data for each gene one after the other. The first column in the file is the nucleotide position in the full genome. The second column is the amino-acid position within the gene. The third column is the coverage at this position of accepted calls (in parenthesis, only coverage of high quality calls). The 4th column is the consensus codon (the one found in the consensus sequence supplied as an input, which could different from the highest frequency call). You then have a serie of columns for each call made, in the format “[AA] ([freqCodon]%)([codon])”. Note that the % is the % of the codon, not of the amino-acid.

c) <output>_<sample>_codon_details.txt (with –codon)

This file contains more details about each codon call, particularly about which codons were observed but rejected. This can be interesting if you have doubts about why a particular codon was not called, or to see for example in time-series data if a particular codon was seen in previous time points but was simply not frequent enough to be accepted then.

d) <output>_<sample>_Heatmap_All folder (with –codon)

This folder contains all the Heatmaps for codon frequency. If you do not use the –allheat option, it will contain 3 Heatmaps, one for all variant, one for only synonymous changes, and one for only non-synonymous changes. If you use the –allheat option, it has one .pdf for each gene and one for the full genome (all genes back to back in the order of the genelist). It also contains the .r files that R used to generate the Heatmap. In the main folder you will find the Heatmaps for all codon mutation. You will find 2 folders, *_Syn and *_NonSyn, that contain the Heatmaps for only synonymous calls and only non-synonymous calls respectively.

e) <output>_haplotypes folder (with –haplo)

This folder contains the outputs for the Haplotype analysis. It is tab-delimited and so could be more readable in a program like Excel or something similar. The files in the folder are named <sample>_<regionname>_output.txt. For time series, the sample name is the name of the first sample in the series. The file contains the haplotype in codon and amino-acid sequence, and the frequency of each haplotype in % for each sample, with the number of times it was counted. If you use the –haploseq option, you will also have all the files containing the aligned nucleotide and amino-acid sequence of each haplotype region.

3) convertPos:
convertPos.pl is a script that takes gene (or any feature) positions from a particular genome assembly and returns what those positions are in another genome that gets aligned to the first one. It is meant to be used to quickly generate files containing the gene or haplotype positions for v-profiler or RC454 when you have them determined for one.

Command Line :

perl convertPos.pl <genePositionsInput.txt> <reference.fasta> <targetgenome.fasta> <genePositionsOutput.txt>

Input File:

The <genePositionsInput.txt> input file contains the name of the gene (or feature) and its start and end positions in the genome, such as:

Gene1 –tab- StartPos1 –tab- EndPos1

Gene2 –tab- StartPos2 –tab- EndPos2
…

The reference file is a fasta of the genome that has the gene positions in genePositionsInput that will be aligned against.

The targetgenome file is a fasta of the genome that you want the gene positions for in fasta format.

The genePositionsOutput.txt is the output file.

Output Files:

The script will generate a file identical to the input file except for the modified positions.

Note that it is possible in the output to have positions ending with a +, or to have them replaced by ‘BeforeStart’ or ‘AfterEnd’.

A position ending with a + (for example 650+) means that the position lands in an indel when aligning the new genome to the reference assembly. It is not possible because of this for the script to determine for sure the exact position, and it is better to check the alignment manually and see which position makes the most sense. BeforeStart or AfterEnd simply means that the position is out of the limits of your current genome when aligning to the reference.

The alignment of the new genome to the reference will also be kept and will be named : <targetgenome.fasta>.convafa

4) samToQlx.pl and qlxToSam.pl:

These scripts included in the package, samToQlx.pl and qlxToSam.pl, allow to convert the .qlx files to or from the .sam format (using samtools can then allow conversion to/from bam). RC454 will generate a .qlx read alignment directly.

The .qlx file format:

The .qlx file format is a read alignment format based on .axt that includes quality information for each base as well as a quality flag to indicate if a base passed the Neighborhood Quality Score (NQS) criteria or not, which is used by V-Phaser to call trusted variants. The NQS is calculated for each base of a read depending on its quality and the quality of the bases adjacent to it. The base must pass a minimum quality score of q and its n adjacent bases on each side must pass a quality score of q’.  By default those values are q = 20, n = 5 and q’ = 15.

The format is the following:

>Read [ReadID] [read start] [read stop] [read length] [strand] [assembly name] [assembly start] [assembly stop]

Read Sequence

Assembly Sequence

NQS String

Quality String (in ASCII format, the ASCII character being Quality Score + 33).

Note that assembly here is whatever you aligned against.

2 scripts included in the package, samToQlx.pl and qlxToSam.pl, allow to convert the .qlx files to or from the .sam format (using samtools can then allow conversion to/from bam).

Command Line :

perl qlxToSam.pl <qlxinput.qlx> <assembly.fasta> <samoutput.sam>

perl samToQlx.pl <saminput.sam> <reads.fasta> <reads.qual> <assembly.fasta> <qlxoutput.qlx>

5) configPaths:

configPaths.pl is more of an installer than anything else. It will modify the hard-coded paths in all the scripts (vphaser.pl, vprofiler.pl, convertPos.pl, rc454.pl) to find the required program on your system. 

Command Line :

perl configPaths.pl <configfile.txt>

Input File:

The input file contains the list of paths for each variable. 

scriptpath = '<scriptpath>’

mosaikpath = '<mosaikpath>

musclepath = '<musclepath>'

perlpath = '<perlpath>'

Rpath = '<Rpath>'

All the scripts in this package should be located in scriptpath. 

mosaikpath is the path for Mosaik for alignment with RC454

musclepath is the path where you have muscle installed. If you are not sure that your version of muscle will be compatible with the scripts (they were developed on v3.8) you can download v3.8 from their website at http://www.drive5.com/muscle/downloads.htm
perlpath is the path where perl is located

Rpath is the path for R 2.9 or higher to create the Heatmaps

Note that if you have the paths in your environment variables and that you can run the different programs like R or muscle without specifying any path when typing a commandline, you do not need to specify a path here either. The only one that absolutely requires a path is scriptpath.

Output File:

There is no output file for configPaths. It will modify the paths in the various scripts in this package.

( Example Data (
The folder TestData included in the VpSoftwarePackage contains all files required to test the scripts in this package as well as the expected result files. You can follow the instructions in the VTest_Commandlines.txt file to go through the process.

